Poster Abstract:

Energy-Ef cient

Data Organization and

Query Processing in Sensor Networks

Xin Li

xinli@usc.edu

Ramakrishna Gummadi
gummadi@usc.edu

ABSTRACT

Recentsensometworksresearcthasproduceda classof datastor
ageandquery processingechniquesalled Data-CentricStorage
thatleveragedocality-preservinglistributedindexeslike DIM, DIFS,
andGHT to efciently answemulti-dimensionalangeandrange-
aggr@ate queries. Thesedistributed indexes offer a rich design
spaceof a) logical decomposition®f sensorrelationschemanto
indexes, as well as b) physical mappingsof theseindexes onto
sensors.In this poster we explore this spacefor enegy-efcient
data organizations(logical and physicalmappingsof tuplesand
attributesto sensomodes)anddevise purely local queryoptimiza-
tion techniquesfor processingjueriesthat spansuchdecomposed
relations.We proposefour designtechniques(a) fully decompos-
ing the basesensorrelationinto distinctsub-relations(b) spatially
partitioningthesesub-relationsacrossthe sensornet(c) localized
queryplanningandoptimizationto nd fully decentralize@ptimal
join orders,and (d) locally cachingjoin results. Together these
optimizationsreducethe overall network enegy consumptiorby
4 timesor morewhencomparechgainsthe standardsinglemulti-
dimensionatistributedindex onavariety of syntheticquerywork-
loadssimulatedover both syntheticand real-world datasets.We
validate the feasibility of our approachby implementinga func-
tional prototypeof ourdataorganizermndqueryprocessoonMica2
motesandobservingcomparableanessageostsavings.

Categoriesand Subject Descriptors: H.4 [Information Systems
Applications]: Miscellaneous

General Terms: Design,PerformancekExperimentation

Keywords: SensorNetworks, Data-CentricStorage,DCS, Data
OrganizationQueryOptimization,Caching

1. INTRODUCTION AND MOTIVATION

Wirelesssensometworks are an emeping classof highly dis-
tributed systemswith widespreadapplicability In suchnetworks,
nodesgenerateprocessand storesensorreadingswithin the net-
work. This architectureis necessitatethy the relatively high en-
emgy costof wirelesscommunication—thisostmalesit infeasible
to considercentrally collecting and processingvoluminoussen-
sor data. An importantcomponenbf thesenetworks, then, is an
enepgy-efcient systenthatenablesisersto querythe storeddata.

Existing approacheso organizingdataand processingjueries
fall underone of the two broadcateyoriesnamely Data-Centric
Routing(DCR) andData-CentricStorage (DCS).In DCR, thedata
generatedy the sensorss storedat the nodesthatgeneratehem,
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and queriesare ooded throughoutthe network. Datafrom the
sensordn the sensornets then aggr@atedalong the query tree
that is built during the query ooding phaseon a perquery ba-
sis. This approachpioneeredy early systemsuchasTinyDB [5]
andCougar[1], is ef cient for continuoug(long-running)queries,
wherethe high enegy costincurredduringthe query ooding and
perquerydataaggrgationphasess amortizedover time.

DCSis arelatively new classof datastorageandquerymethod-
ologiesproposedn [7]. In DCS,datageneratedby asensois rst
storedintelligently at remotenodesassoonasit is generatedThis
is donewith aneye towardexploiting datalocality duringquerying
becauseelatedsensodatagetsstoredogetheregardlessof where
in the sensornethe dataoriginates.Consequentlygueriescanbe
directedto precisedatalocationsof the network duringthe query
propagatiorphasewithout ooding, and,datacanbeefciently and
locally aggre@atedduring the query processingphase. Thus, the
overall (insertion+queryxostfor DCSis lower thanfor DCR for
mary ad-hoc(short-lived)workloads.

DCS canuseary locality-preservinggeographicallydistributed
index structuresuchasDIM [4], GHTI[6], DIFS [3], and DIMEN-
SIONSJ2]. In this poster our focusis to examinetechniqueghat
improve the overall enegy performanceof vanilla DCS basedon
sucha family of distributedindexes:

1. We exploit the exibility offeredby thesedatastructurego
derive betterperformingdataorganizationdmappingof tu-
plesandattributesto network nodes)comparedo the nave
andrigid mappingusedtoday

2. We study decentralizedand high performancequery plan-
ning and optimizationin suchDCS systems.

2. APPROACH

Considemsensonetwork with anm-relationschemduuid; a; ; ap;
::1;ami. Sucharelationschemas calleda baserelation. Tuples
in this schemacan be storedin one DIM. Alternatively, we can
fully decomposeheminto m DIM' s eachof which storesa single
relationof theform huuid; ai , andwe canthenjoin on uuid onde-
mandto evaluatequeries A spectrunof partialdecompositionsf

of course alsoconcevable. Clearly, we canexpectthesedifferent
dataorganizationsto yield different performanceunder different
workloads. Our measureof performances the total enegy cost
incurredfor a givenworkload,includingdatainsertsandqueryre-
trievals. (We approximatehe enepgy costof asinglemessagasa
productof the sizeof the messagéin bits) andthe numberof hops
themessagéraverses.)

In thiswork, we wantto analyticallyandexperimentallyexplore
thedesignspaceof datastorageandqueryprocessingn sensornets.



We useDIM' s [4] asthedistributedindex for our basestoragejn-
dexing, and queryinglayer We found that, in mary casesfully
decomposinthebaserelationperformsbetterthanzeroor ary par
tial decompositionevenif thedecompositions carriedoutwith an
eye toward a given queryworkload. We alsoproposethreerelated
mechanismghat canimprove the ef ciency of query processing
whenabaserelationis fully decomposeihto multiple DIM' s:

Spatially Partitioning Sub-Relations Eachfully decomposedub-
relationis storedin a DIM, andall DIM' s areassignedpa-
tially disjoint sectionsof the sensoreld.

Ef cient Query Planning via DecentralizedJoin-Ordering Weim-

portthedatabaseotionof joinsinto sensornetfor rangeand
range-aggmgate query processingwithin our system. Our
systemcompilesan SQL queryat the queryissuerandcon-
structsan efcient queryplan thatincludesan optimal join
orderusingonly locally availableinformationin the form of
a histogram.We arguethatit is importantto choosea good
join order during query optimizationand demonstratehat
it is possibleto do so usingonly summarizedylobal infor-
mationin the form of alow overheadcoarse-grainedulti-
dimensionahistogramthat approximateshe distribution of
datastoredwithin the network. Our query optimizer com-
putesthetotal queryenepgy costas:
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wherea; denoteghequeryrangeon attributea;, ja;j denotes
thenumberof tuplesthatwould be produceddy the rst step
of therangeselectionD(&;; aj) denotesheaveragedistance
betweenthe nodesin the DIM's containinga; and a;j, and

be aggr@atedwithin DIM DIM,, for an averageaggrea-
tion costpertuple of & 5. Thequeryoptimizerthenpicksa
join orderthatminimizesthis enegy cost. Thevariousterms
in the above equationare estimatedusingthe histogramand
queryselectvity factors.

Ef cient Query Executionvia Optimistic Join-Caching Wepro-
posea simpleandrobustmechanisnio locally cachethere-
sultsof partialjoins acrosssub-relationsateachsensomnode.
This cachingstratgly enhancegueryperformancey elimi-
natingredundantuple movementduring queryexecution.

3. EVALUATION

3.1 Simulation

We evaluatedheperformancef ourapproachusingsimulations
over bothreal-world (GreatDuck Island)andsyntheticdataset®n
a wide variety of queryworkloads. We obsered a performance
bene t well over afactor of 4 comparedo thebasecaseof asingle
full-dimensionalDIM. We alsocomparedur performancegainst
schemeshatdo not performjoin orderoptimization,andthosethat
do notperformjoin tuple cachingto understandheindividual per
formancecontritution of eachof thetechniquesnentionedn Sec-
tion 2.

In Figure 1, we comparethe bit enegy performanceof our full
schemgcalledoptimized),our schemewith randomjoin ordering
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Figure 1: Bit-energy costs of 4-DIM, Optimized, Random,
Worst, and Uncachedfor with 100queries
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Figure 2: Topologyusedfor Implementation

(calledrandom),our schemewith worst-casgoin ordering(called
worst), basecasesingle vanilla DIM on four attributes(called 4-
DIM), andour schemawithoutjoin caching(calleduncached).

3.2 Implementation

In Figure 2, we shav the topology we usedfor an implemen-
tation prototypeon Mica2 motesin which we obsered a perfor
mancebene t of 2:7X with justtwo attributes.

4. REFERENCES

[1] P BonnetJ.E. Gerhle,andP. SeshadriTowardsSensor
Databas&ystemsin Proceeding®f the Secondnternational
Confeenceon Mobile Data Management January2001.

[2] D. GanesanD. Estrin,andJ. HeidemannDIMENSIONS:
Why do we needa henv DataHandlingarchitecturdor Sensor
Networks?In Proc. HotNets-| PrincetonNJ, October2002.

[3] B. GreensteinD. Estrin,R. Govindan,S. Ratnasamyand
S.Shenler. DIFS: A Distributedindex for Featuresn Sensor
Networks.In Proc. IEEEWSNR, AnchorageAK, May 2003.

[4] X.Li, Y.J.Kim, R. Govindan,andW. Hong.
Multi-dimensionalRangeQueriesin SensoiNetworks. In
Proc. SensysLos Angeles,CA, November2003.

[5] S.MaddenM. J.Franklin,J.M. HellersteinandW. Hong.
Thedesignof anacquisitionalqueryprocessofor sensor
networks.In Proc. ACM SIGMOD, pages491-502 ACM
Press2003.

[6] S.RatnasamyB. Karp,L. Yin, F. Yu, D. Estrin,R. Govindan,
andS. Shenler. GHT: A GeographidHashTablefor
Data-CentricStorageln Proc. WSM, Atlanta, GA,
SeptembeR002.

[7] S.Shenler, S.RatnasamyB. Karp, R. Govindan,and
D. Estrin.Data-centricstoragdan sensornetsSIGCOMM
Comput.CommunRev., 33(1):137-1422003.



